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[Andrew Ng] Machine Learning 

 

Introduction (Week 1) 

What is Machine Learning? 

Arthur Samuel says that ML is the field of study that gives a computer the ability to learn 

without being explicitly programmed. Tom Mitchell defines well-posed learning 

problem:  a computer program is said to learn from experience E w.r.t. (task, performance 

measure) = (T, P) if P improves with E w.r.t. T. 

Supervised Learning 

We give the algorithm datasets with the “right answer”. Say, we can give it a collection of 

known data {(𝑥, 𝑦)}  where 𝑥 is the independent variable and 𝑦 the dependent variable, which 

is the “right answer”. With these datasets, our machine learns how to compute what is 𝑦 when 

given some 𝑥 after we finish training it. A more concrete example: (𝑥, 𝑦) = (𝑠𝑖𝑧𝑒 𝑜𝑓 𝑎 ℎ𝑜𝑢𝑠𝑒,

ℎ𝑜𝑢𝑠𝑒 𝑝𝑟𝑖𝑐𝑒). This example is a regression problem, because 𝑦 takes on real value, such as 

$123,050. On the other hand, we also have classification problem: we want to know if a 

person X of age n has some tumour of some size s, is this tumour likely to be malignant? In 

another word, (𝑥, 𝑦) = ([𝑡𝑢𝑚𝑜𝑟 𝑠𝑖𝑧𝑒, 𝑎𝑔𝑒],𝑚𝑎𝑙𝑖𝑔𝑛𝑎𝑛𝑡)  where malignant is either 1 

(malignant) or 0 (benign). 

Unsupervised Learning 

Contrasted with supervised learning, generally UL is the type of machine learning without the 

“correct answer”. Slightly more technically, UL will find structure in the datasets, for example, 

distinguish different classes of objects. An example is clustering. Given a collection of data 

{𝑥}, we want to know if 𝑥 belongs to any cluster. A simple example is to cluster numbers to 

negative or non-negative. Another is cocktail party algorithm, which can be used to 

separate the voices of 2 people speaking simultaneously, or even sieve out the voice of a person 

from noisy background. 

Linear Regression with One Variable 

Model Representations 

We settle the notations first. 



m: number of training example 

x: input variable / features 

y: output variable / target variable 

hypothesis h: a function mapping 𝑥 → 𝑦. The learning algorithm (which we train) is the 

underlying mechanism of h. A simple example: linear regression with one variable ℎ𝜃(𝑥) =

𝜃0 + 𝜃1𝑥 and during training, the parameters 𝜃 = (𝜃0, 𝜃1) will be adjusted. 

 

Cost Function 

The measure of how close the output variable  ℎ𝜃(𝑥) is to the experimental data or training 

data y. One example is  

 𝐽(𝜃0, 𝜃1) =
1

2𝑚
Σ𝑖=1
𝑚 (ℎ𝜃(𝑥

(𝑖)) − 𝑦(𝑖))
2
 (1) 

which is the squared error function. The objective to minimize cost function over the 

variation of parameters, i.e. find min 𝐽(𝜃)⏟    
𝜃

 and 𝜃 can be for example (𝜃0, … , 𝜃𝑛). 

Gradient Descent, Intuition, Linear Regression 

For our linear regression example, for example, do:  

repeat until convergence{  

 𝜃𝑖 → 𝜃𝑖 − 𝛼
𝜕

𝜕𝜃𝑖
𝐽(𝜃0, 𝜃1) 𝑓𝑜𝑟 𝑖 ∈ {0,1} (2) 

} update all parameters simultaneously 

where 𝛼, the learning rate, regulate how large is each update step. Some remark: using the 

same example, during each update, we have 𝜃0 → 𝜃0
′  where (𝜃0, 𝜃1) is used. So far so good. 

What we mean by “update all parameters simultaneously” is, when updating 𝜃1 → 𝜃1
′ , make 

sure to use (𝜃0, 𝜃1) and not (𝜃0
′ , 𝜃1). Otherwise gradient descent behaviour might be strange. 

Linear Algebra Review 

We should be familiar with the following concepts: Matrices and Vectors, Addition and Scalar 

Multiplication, Matrix Vector Multiplication, Matrix Matrix Multiplication, Matrix 

Multiplication Properties, Inverse and Transpose. 



Linear Regression with Multiple Variables (Week 2) 

Multiple Features  

n is the number of features, e.g. if the input consists of size of house (in squared feet) and 

no of bedrooms, then n=2 

𝑥𝑗
(𝑖)

 refers to the 𝑗 − 𝑡ℎ feature of the i-th input data. 

ℎ𝜃(𝑥) = 𝜃
𝑇𝑥  is a convenient notation  for 𝑥0𝜃0 + 𝑥1𝜃1 +⋯+ 𝑥𝑛𝜃𝑛  with 𝜃 = (𝜃0, … , 𝜃𝑛)

𝑇 ∈

ℝ𝑛+1 and 𝑥 = (𝑥0 = 1, 𝑥1, . . , 𝑥𝑛)
𝑇 ∈ ℝ𝑛+1 with 𝑥0 = 1. 

 

Gradient Descent for Multiple Variables  

The gradient descent formula for hypothesis ℎ𝜃 which is linear is given by 

 𝜃𝑗 → 𝜃𝑗 − 𝛼
1

𝑚
Σ𝑖=1
𝑚  [ℎ𝜃(𝑥

(𝑖)) − 𝑦(𝑖)]𝑥𝑗
(𝑖)

 (3) 

which can be directly derived from equation (1) and (2). 

Gradient Descent in Practice I - Feature Scaling 

Make sure features are of similar scale! For example, input features for the prediction of house 

price include size (0-2000 squared feet) and number of bedrooms (1-5). Then we can scale all 

to 0 to 1, for example 
𝑠𝑖𝑧𝑒

2000
 and 

𝑛𝑏𝑒𝑑𝑟𝑜𝑜𝑚

5
. This will give faster convergence. It is typical to scale 

them to −1 ≤ 𝑥𝑖 ≤ 1. Mean normalization can be performed as well, for example if the 

mean number of rooms is 2, then we can feature scale and mean normalize to 
𝑛−2

5
. 

Gradient Descent in Practice II - Learning Rate 

Too large learning rate may cause the cost function to increase (actually, it might behave in 

zig-zag or any other manners). A working gradient descent should show a convergence. An 

example below shows (A) too large gradient descent, missing the local minimum and (B) 

reasonable gradient descent. 

 



Features and Polynomial Regression 

Do choose features depending on the context. For example, if we now the width and frontage 

of a house, and want to predict the price, we might use 𝑥𝑖 = 𝑤𝑖𝑑𝑡ℎ × 𝑓𝑟𝑜𝑛𝑡𝑎𝑔𝑒 as the feature 

instead.  

Hypothesis, of course, does not always have to be linear. For example, we can have ℎ𝜃(𝑥) =

𝜃0 + 𝜃1𝑥 + 𝜃2𝑥
2 + 𝜃3𝑥

3, a polynomial hypothesis. It can really be anything, and which is the 

most “correct” model highly depends on the context. 

Normal Equation 

NE is the method to solve for 𝜃 analytically.  

Suppose 𝐽(𝜃) = 𝑎𝜃2 + 𝑏𝜃 + 𝑐. To minimize, using calculus, 𝑑𝐽/𝑑𝜃 = 0. For 𝜃 ∈ ℝ(𝑛+1), 𝑛 > 0, 

for example, in our squared error, then also using calculus, 𝜕𝐽/𝑑𝜃𝑖 = 0 for all 𝑖.  

Let 𝑋 be an 𝑚 × (𝑛 + 1) matrix (recall: m is the number of data, n the number of features, +1 

because we include the constant 1). In another words, put each data point in the row, and 

each column corresponds to an input feature: 

𝑋 = [

𝑥(1)

𝑥(2)

⋮
𝑥(𝑚)

] =

[
 
 
 
 1 𝑥1

(1)
… 𝑥𝑛

(1)

1 ⋱ ⋱ ⋮
1 ⋱ ⋱ ⋮

1 𝑥1
(𝑚)

… 𝑥𝑛
(𝑚)
]
 
 
 
 

 (𝑑𝑒𝑠𝑖𝑔𝑛 𝑚𝑎𝑡𝑟𝑖𝑥) 

Then  

𝜃 = (𝑋𝑇𝑋)−1𝑋𝑇𝑦 

 gives the analytic optimum point where 𝑦 ∈ ℝ(𝑛+1) is the output. 

To compare with gradient descent, normal equation needs no learning rate 𝛼 and there is no 

iteration. However, normal equation is slow if n is large due to (𝑋𝑇𝑋)−1. n=1000 is still good, 

n=10,000 let us start considering gradient descent. However, gradient descent is used more 

in more complex algorithms. 

Normal Equation Non-invertibility 

𝑋𝑇𝑋 might be not invertible; commonly this is because there are redundant features (same 

feature, differing only by units) or there are too many features (relatively too few data points, 

for example only 10 data points to fit 100 features).  

When it happens, use 𝑝𝑖𝑛𝑣(𝑋’ ∗ 𝑋) ∗ 𝑋′ ∗ 𝑦 rather than inv for octave implementation (it will 

be handled in a technically non-trivial manner). 



To prevent the problem in the first place, reduce the number of features or use 

regularization. 

Logistic Regression (Week 3) 

Classification 

The situation where the output is discrete, for example 𝑦 ∈ {0,1}. Using linear regression can 

be made to accommodate classification. For example, for 𝑦 ∈ {0,1}, we can set 𝑦 = 𝐹[ℎ𝜃(𝑥)] 

where F maps the value to 1 when y>c for some constant and 0 otherwise. However, this 

typically will not work well. 

Hypothesis Representation 

We want hypothesis such that 0 ≤ ℎ𝜃(𝑥) ≤ 1. We can use sigmoid/logistic function ℎ𝜃(𝑥) =

𝜎(𝜃𝑇𝑥) where 𝜎(𝑥) =
1

1+𝑒−𝑧
∈ [0,1]. We use 1 as malignant tumor and 0 as benign. We can 

interpret the output ℎ𝜃(𝑥) = 0.7 as the following: there is a 0.7 the (relative) probability that 

the tumor is malignant (and thus 0.3 chance that the tumor is benign). More technically,  

ℎ𝜃(𝑥) = 𝑃(𝑦 = 1|𝑥, 𝜃) 

Note that I mention relative probability (which does not matter in the example before) because 

in the case where there are more classifications, for example 𝑦 ∈ {0,1, … ,9}, then we might 

need to normalize the output. More remark: it is good to know what the shape of this sigmoid 

function at the back of your head! 

Decision Boundary 

Given binary classification, 𝑦 ∈ {0,1}. If we set (as is typically done) y=1 when ℎ𝜃(𝑥) ≥ 0.5 and 

otherwise y=0, then we are just saying y=1 occurs when 𝜃𝑇𝑥 ≥ 0 and 0 otherwise. This may 

look like a trivial mathematical fact, but, say 𝜃𝑇𝑥 = 𝜃0 + 𝜃1𝑥1 + 𝜃2𝑥2 = 3 + 𝐴𝑥1 + 𝐵𝑥2, then 

the decision boundary is defined as the straight-line 3 + 𝐴𝑥1 + 𝐵𝑥2 = 0. Geometrically, this 

appears as a straight-line that separates all points with y=1 from y=0 (if the classification can 

be predicted linearly). In the following figure, the boundary is shown as the orange downwards 

sloping straight line, separating the rectangular objects from the elliptical. 

  



Cost Function 

Some rewriting of notations: 

𝐽(𝜃) =
1

𝑚
Σ𝑖=1
𝑚 𝑐𝑜𝑠𝑡(ℎ𝜃(𝑥

(𝑖)), 𝑦(𝑖)), 𝑐𝑜𝑠𝑡(ℎ𝜃(𝑥
(𝑖)), 𝑦) 

The problem of using square cost function when we use sigmoid function, the resulting 

function is convex; this is a problem, because gradient descent may be trapped in a local rather 

than global minima. 

𝐶𝑜𝑠𝑡(ℎ𝜃(𝑥), 𝑦) = {
− log ℎ𝜃(𝑥)  𝑖𝑓 𝑦 = 1

− log(1 − ℎ𝜃(𝑥))  𝑖𝑓 𝑦 = 0
 

Notice that when y=1, and ℎ𝜃(𝑥) = 0, the penalty (value of cost) is very large, this is good! 

Likewise when y=0. 

Simplified Cost Function and Gradient Descent 

Rewriting the cost function equation above: 

 𝐶𝑜𝑠𝑡(ℎ𝜃(𝑥), 𝑦) = −𝑦 log ℎ𝜃(𝑥) − (1 − 𝑦) log(1 − ℎ𝜃(𝑥)) (4) 

This function is chosen using principle of maximum likelihood estimation in statistics 

(also, it is convex).  

Gradient descent, find min
𝜃
𝐽(𝜃) 

Repeat { 

 𝜃𝑗 → 𝜃𝑗 − 𝛼
1

𝑚
Σ𝑖=1
𝑚 (ℎ𝜃(𝑥

(𝑖)) − 𝑦(𝑖))𝑥𝑗
(𝑖)

 (5) 

} (update simultaneously) 

Note that the formula is the same as linear regression gradient descent (see annex for the 

verification). 

Advanced Optimization 

Other than gradient descent: Conjugate gradient, BFGS, L-BFGS. Advantages: no need to pick 

𝛼, often faster than gradient descent. Disadvantage: more complex. 

fminunc is an octave function to find minimum of unconstrained multivariable function; this 

can be used to minimize cost function. Visit lecture 6 of the course for the actual 

implementations! 



Multiclass Classification: One-vs-all 

Recall the concept of decision boundary. One-vs-all implements as many as binary 

classifications as the total number of classes. For example, if 𝑦 ∈ {1,2, … , 𝑛} , then create 

decision boundary for 1 vs not 1 to pick out objects classified as 1, and the similarly apply to 2, 

3, …, n. In another words, we need ℎ𝜃
(𝑖)(𝑥) for 𝑖 = 1,2, … , 𝑛. Then, for an input x, the output is 

given by 𝑎𝑟𝑔𝑚𝑎𝑥 ⏟      
𝑖

ℎ𝜃
(𝑖)(𝑥) ∈ 1,2, … , 𝑛, i.e. the 𝑖 that gives the maximum value of hypothesis. 

Regularization 

The Problem of Overfitting 

Underfitting occurs for example when fitting actually 𝑥2 curve with linear regression. Such 

cases are said to have high bias. On another hand, fitting 𝑥2  with 𝑥4  polynomial leads to 

overfitting (we assign to many features 𝜃𝑖 ) and is said to have high variance. When 

overfitting occurs, the function will fail to generalize, i.e. fail to perform well for external 

dataset (new, unseen data), although they fit very well with training data. 

Addressing overfitting: 1. Reduce number of features, drop unimportant features (to be further 

discussed) 2. Regularization! In essence, while still keeping many features, the magnitude of 

unimportant parameters 𝜃𝑗 will be reduced. 

Cost Function 

Intuition: given that the data is quadratic 𝑥2 and we try fit it with quartic 𝑥4. Then, 𝑥3, 𝑥4 are 

the terms in quartic polynomial are most likely causing overfitting. Thus, we want to modify 

our cost function in a way that penalizes these 2 terms for example 𝐽(𝜃) → 𝐽(𝜃) + 1000𝜃3
2 +

104𝜃4
2. In another words, we favour simpler hypothesis. 

Regularization: 

𝐽(𝜃) =
1

2𝑚
(Σ𝑖=1

𝑚 (ℎ𝜃(𝑥
(𝑖)) − 𝑦(𝑖))

2
+ 𝜆Σ𝑗=1

𝑛 𝜃𝑗
2) 

where 𝜆  is the regularization parameter. Typically, we do not regularize the constant 

parameter. Note that if 𝜆 is too large, we will get underfitting, where all 𝜃𝑗s are likely to vanish.  

Regularized Linear Regression 

Gradient descent 

Repeat { 

𝜃0 → 𝜃0 − 𝛼
1

𝑚
Σ𝑖=1
𝑚 (ℎ𝜃(𝑥

(𝑖)) − 𝑦(𝑖))
2
𝑥0
(𝑖)

 

𝜃𝑗 → 𝜃𝑗 (1 − 𝛼
𝜆

𝑚
) − 𝛼

1

𝑚
Σ𝑖=1
𝑚 (ℎ𝜃(𝑥

(𝑖)) − 𝑦(𝑖))
2
𝑥𝑗
(𝑖)

 

} update simultaneously 



Note that for 𝜃0 the gradient descent formula is the same as without regularization. For other 

𝜃𝑗, it turns out the effect is just a factor 1 − 𝛼
𝜆

𝑚
 before adding the training data.  

Normal equation 

𝜃 = (𝑋𝑇𝑋 + 𝜆𝑅)−1𝑋𝑇𝑦 

where R is an identity matrix except 𝑅(1,1) = 0. 

Regularized Logistic Regression 

Logistic regression can be overfit as well. Regularized version of its cost function: 

𝐽(𝜃) = − [
1

𝑚
Σ𝑖=1
𝑚 𝑦 log ℎ𝜃(𝑥) + (1 − 𝑦) log(1 − ℎ𝜃(𝑥))] 

Repeat{ 

𝜃0 → 𝜃0 − 𝛼
1

𝑚
Σ𝑖=1
𝑚 (ℎ𝜃(𝑥

(𝑖)) − 𝑦(𝑖))𝑥𝑗
(𝑖)

 

𝜃𝑗 → 𝜃𝑗 − 𝛼 [
1

𝑚
Σ𝑖=1
𝑚 (ℎ𝜃(𝑥

(𝑖)) − 𝑦(𝑖))𝑥𝑗
(𝑖)
+
𝜆

𝑚
𝜃𝑗] , 𝑗 = 1, … , 𝑛 

} update simultaneously. 

Also check out the regularization for advanced optimization like fminunc. 

Neural Networks: Representation (Week 4) 

Non-linear Hypotheses 

Note that using an image and non-linear hypothesis may be computationally exorbitant. For 

example, take a 100 by 100 pixels image. If 1 pixel is a feature 𝑥𝑖  and we use up to quadratic 

polynomial, notice that we will have ≈ (100
2

2
) ≈ 0.5 × 108 terms, thus that many weights to 

train! 

Neurons and the Brain 

One learning algorithm hypothesis: experiments have attempted to rewire the signal from 

auditory cortex to visual cortex – strange to say, the ear then learns to “see”. Put some sensor 

for the brain (for example, implant a third eye to a frog), and somehow the brain can learn 

how to use the third eye! 



Model Representation I, II 

The following image is directly screenshot from the course. This summarizes well the neural 

network. The symbol Θ are the collection of parameters: they are what we have denoted ℎ𝜃. 

The function g is an activation function, such as sigmoid function.  

 

The image shows: 

1. Left-most layer is the input layer: they are what we have called the input features. 

Note that here we denote input layer with superscript (1), like 𝑎1
(1)

. 

2. 1 hidden layer (layer 2) with 3 neurons. For different architecture (different number of 

layers etc), any layer not input layer and not output layer is called a hidden layer. 

3. Right-most layer is the output layer: they are what we have denoted 𝑦. the image 

shows one output only, but generally there are more. For example, binary classification 

problem has 2 outputs. Note that here we denote output layer with superscript (3), like 

𝑎1
(3)

, since it is the third layer in the network. 

This system is like the neural network in the brain: let us denote ℎΘ(𝑥) = 𝑔(𝑠𝑖𝑔𝑛𝑎𝑙). If the 

signal from the previous layer is strong (i.e. the value is more positive), then ℎΘ(𝑥)’s output 

will be closer to 1 (if we use sigmoid). Likewise, it is closer to 0 if the signal is weak. 

Examples and Intuitions I, II 

Example 1: using neural network to make an AND gate. Input layer will be (𝑥0 = 1, 𝑥1, 𝑥2)
𝑇 

with weights Θ(1) = (−30,20,20). Recall that the notation Θ𝑖𝑗
(1)

 is the weight between neuron 𝑗 

of layer 1 and neuron 𝑖 of layer 2. Then this gate can be modelled with 1 input and output layer 

each, no hidden layer such that ℎΘ(𝑥) = 𝑔(Θ
(1)𝑥) which outputs 1 when 𝑥1 = 𝑥2 = 1 and 0 

otherwise. We identify 𝑔(𝑥) < 0.5  to output 0 and 𝑔(𝑥) ≥ 0.5  to output 1, using sigmoid 

function g. Then 



𝑥1 𝑥2 𝑔(Θ(1)𝑥) 

0 0 𝑔(−30) < 0.5 

0 1 𝑔(−10) < 0.5 

1 0 𝑔(−10) < 0.5 

1 1 𝑔(10) > 0.5 

 

Example 2: make a negation gate. Input layer consists of (𝑥0 = 1, 𝑥1)
𝑇, no hidden layer, and 

output layer with 1 neuron/output ℎΘ(𝑥) = 𝑎
(2) = 𝑔(Θ(1)𝑥) where Θ(1) = (−20,10) and we 

are done! 

Example XNOR gate, i.e. output=1 when 𝑥1 = 𝑥2. The following image is also directly 

screenshot from the lecture. It should be quite intuitive once we understand the previous 

examples! 

 

Multiclass Classification 

The natural extension is using as many neurons as the classification output 𝑎𝑖
(𝑛)
, 𝑖 = 1,2, … , 𝑁 

where N is the number of classes and n refers to the 𝑛 − 𝑡ℎ layer. We can identify the different 

classes with unit vectors. For example, if we want to distinguish between cat, dog and bird, we 

can identify them respectively with (1,0,0)𝑇 , (0,1,0)𝑇 , (0,0,1)𝑇. 

Quiz 

Do attempt the quiz at the end of the section on your own. Some hints are in the annex. 



Neural Networks: Learning (Week 5) 

Cost Function 

Neural network classifications 

Binary classification has 1 neuron in the output layer, multi-classification (K-classes) 

has K neurons in the output layer (in another words, there are K output units or ℎ𝜃(𝑥) ∈ ℝ
𝐾. 

Neural Network Cost function 

ℎΘ(𝑥) ∈ ℝ
𝐾 , (ℎΘ(𝑥))𝑖 = 𝑖 − 𝑡ℎ 𝑜𝑢𝑡𝑝𝑢𝑡 

𝐽(Θ) = −
1

𝑚
[Σ𝑖=1
𝑚 Σ𝑘=1

𝐾 𝑦𝑘
(𝑖)
log(ℎΘ(𝑥

(𝑖))
𝑘
+ (1 − 𝑦𝑘

(𝑖)
) log (1 − (ℎΘ(𝑥))𝑘)] 

+
𝜆

2𝑚
Σ𝑙=1
𝐿−1Σ𝑖=1

𝑠𝑙 Σ𝑗=1
𝑠𝑙+1 (Θ𝑗𝑖

(𝑙)
)
2
 

 

Backpropagation Algorithm, Backpropagation Intuition 

Recall when we want to use advanced optimization like fminunc, we need 𝐽(Θ),
𝜕

𝜕Θ𝑖𝑗
(𝑙)
 
𝐽(Θ). 

Given one training example (𝑥, 𝑦), first, do forward propagation. For example, in 4-

layered NN (2 hidden layers): 

𝑎(1) = 𝑥 

𝑧(2) = Θ(1)𝑎(1), 𝑎(2) = 𝑔(𝑧(2)), 𝑎𝑝𝑝𝑒𝑛𝑑 𝑎0
(2)

 

𝑧(3) = Θ(2)𝑎(2), 𝑎(3) = 𝑔(𝑧(3)), 𝑎𝑝𝑝𝑒𝑛𝑑 𝑎0
(3)

 

𝑧(4) = Θ(3)𝑎(3), 𝑎(4) = 𝑔(𝑧(4)) = ℎΘ(𝑥) 

Also, we have 𝛿𝑗
(𝑙)
= "error" 𝒐𝒇 𝒏𝒐𝒅𝒆 𝒋 𝒊𝒏 𝒍𝒂𝒚𝒆𝒓 𝒍. Using the same example above, 

𝛿𝑗
(4)
= 𝑎𝑗

(𝑙)
− 𝑦𝑗  

𝛿𝑗
(3)
= (Θ(3))

𝑇
𝛿(4).∗ 𝑔′(𝑧(3)) 

𝛿𝑗
(2)
= (Θ(2))

𝑇
𝛿(3).∗ 𝑔′(𝑧(2)) 

where .* is element-wise multiplication of vector and there is no 𝛿(1). The proofs can be found 

at this link by Nielsen and I have written some notes that have supplemental proofs to it. 

http://neuralnetworksanddeeplearning.com/
https://betweenandbetwixt.com/2018/12/06/data-science-review/


Now, suppose we have large datasets (not just one example)  {(𝑥(𝑖), 𝑦(𝑖))}. 

Define accumulator Δ𝑖𝑗
𝑙 = 0 for all 𝑙, 𝑖, 𝑗.  

For i = 1 to m 

{ 

  Set 𝑎(1) = 𝑥(1) 

  Forward-propagation i.e. compute 𝑎(𝑙) for 𝑙 = 2,3, … , 𝐿 

  Compute 𝛿(𝐿) = 𝑎(𝐿) − 𝑦(𝑖), then compute 𝛿(𝐿−1), … , 𝛿(2) 

  Δ𝑖𝑗
(𝑙)
→ Δ𝑖𝑗

(𝑙)
+ 𝑎𝑗

(𝑙)
𝛿𝑖
(𝑙+1)

 or, in the vectorized implementation Δ(𝑙) → Δ(𝑙) + 𝛿(𝑙+1)(𝑎(𝑙))
𝑇

 

} 

𝐷𝑖𝑗
(𝑙)
=
1

𝑚
Δ𝑖𝑗
(𝑙)
+ 𝜆Θ𝑖𝑗

(𝑙)
 𝑖𝑓 𝑗 ≠ 0 

𝐷𝑖𝑗
(𝑙)
=
1

𝑚
Δ𝑖𝑗
(𝑙)
 𝑖𝑓 𝑗 = 0 

where 
𝜕

𝜕Θ𝑖𝑗
(𝑙)
 
𝐽(Θ) = 𝐷𝑖𝑗

(𝑙)
. 

 

Implementation Note: Unrolling Parameters 

This is for advanced optimization, for example fminunc(@costFunction, initialTheta, 

options). Since the initialTheta is in ℝ𝑛+1 but, as shown below, our weights Θ(𝑖) are in 

matrices, and furthermore not necessarily of the same dimensions. We then unroll them into 

one long vector for optimizaiton. 

 



Gradient Checking 

This is to prevent buggy implementation of backpropagation. We use the following 

approximation 
𝑑

𝑑𝜃
𝐽(𝜃) ≈

𝐽(𝜃+𝜖)−𝐽(𝜃−𝜖)

2𝜖
 to the partial derivatives used for our computation. 

Given 𝜃 ∈ ℝ𝑛 which is the “unrolled” version; then we compute 
𝜕

𝜕𝜃𝑘
𝐽(𝜃1, … , 𝜃𝑘 + 𝜖,… ) 

similarly. During implementation, we can use this value to compare with the main partial 

derivative implementation in backpropagation. This is just for checking; the gradient 

checking is really a resource consuming method. 

Random Initialization 

Zero initialization is bad: there are going to be a lot of redundancy because some gradient 

computations will yield the same values. Similarly, setting all of them to some constant does 

not break the symmetry and will give the same problem. Simply initiate Θ𝑖𝑗
(𝑙)
∈ [−𝜖, 𝜖]. 

Putting It Together 

First, pick a suitable architecture (connectivity pattern between neurons), e.g. how many 

layers, how many neurons in each layer. Typical settings: (1) 1 hidden layer (2) multiple 

hidden layers, but hidden layers have the same number of neurons. 

The rest of this part of the video is just a recap. 

Advice for Applying Machine Learning (Week 6) 

Deciding What to Try Next 

Get more training data? Sometimes they may not work though. Try fewer features: select with 

rationale which features are important. More features. Try adding polynomial features 

(x1
2, 𝑥1𝑥2 𝑒𝑡𝑐). Change λ. 

Evaluating a Hypothesis 

Set 70% as training dataset and 30% as test dataset. 

Train θ using training data. Compute test set error Jtest(𝜃). We can also use misclassification 

error, for example, in binary classification, compute 
1

mtest
Σ𝑖=1
𝑚𝑡𝑒𝑠𝑡𝑒𝑟𝑟(ℎ𝜃(𝑥

(𝑖,𝑡𝑒𝑠𝑡)), 𝑦(𝑖,𝑡𝑒𝑠𝑡)) with 

err(hθ(x), y) = 1 if hθ(𝑥) ≥ 0.5, 𝑦 = 1 or hθ(𝑥) < 0.5, 𝑦 = 0 and 0 0therwise 

Model Selection and Train/Validation/Test Sets 

Model selection: which hypothesis to use? Linear, quadratic, cubic? Say we have polynomial 

hypothesis hθ
𝑑(𝑥) ≡ hd where d is the degree of polynomials. Check Jtest(Θ[ℎ

𝑑]) where Θ[ℎ𝑑] is 



the optimized Θ in the d hypothesis. It seems fair that we take d=D such that this J value is the 

lowest, but it is NOT. This is because our parameter d has been fit to the test set! 

Then, instead, we should perform cross-validation, where we split data set to 60%, 20%, 

20% for training, test and cross validation respectively. Then we can compute 

Js(𝜃), 𝑠 = 𝑡𝑟𝑎𝑖𝑛, 𝑡𝑒𝑠𝑡, 𝐶𝑉 

where CV is the cross validation. Then pick JCV(𝜃[ℎ
𝐷])  where D gives the minimum JCV . 

Finally, use d = D polynomial (find the optimized θ) and test them on Jtest(𝜃). 

Diagnosing Bias vs. Variance 

Directly quoting from the lecture, 

 

In short, if training error and CV error are large we have large bias (underfit) while, if training 

error is small but CV error is large, we have large variance (overfitting). 

Regularization and Bias/Variance 

Suppose we use d=4 polynomial hypothesis and regularize it using large. Since θi, 𝑖 > 0 then 

we are left with constant hypothesis h = θ0 and we underfit. But if we use small λ, we tend to 

get overfitting. Then how to choose 𝝀? 

Then set Js, 𝑠 = 𝑡𝑟𝑎𝑖𝑛, 𝑡𝑒𝑠𝑡, 𝐶𝑉  without regularization. Define the following (directly 

screenshot from the lecture): 

 



Yes, we define 𝐽𝑡𝑟𝑎𝑖𝑛  separately from 𝐽  optimization objective. Then test 𝜆 =

0,0.01,0.02,0.04, … 10.24  to get optimized Θ[ℎ𝜆]  for each 𝜆 . Pick a particular 𝜆  such that 

𝐽𝑐𝑣(Θ[ℎ𝜆]) is minimum, and that will be our choice! 

Similar to before, the illustrative explanation for the above is directly quoted from the lecture. 

Too small 𝜆 causes high variance while too large 𝜆 gives high bias. The parabolic-like curve 

represents 𝐽𝑐𝑣 while the exponential-like curve 𝐽𝑡𝑟𝑎𝑖𝑛. 

 

Learning Curves 

What happens when we vary the data size m? It is the plot of error versus training set size. 

Note that when the training size is small, say m=3, we can have very small error (even zero); 

we can fit 3 points to a cubic polynomial perfectly, as an example. Again, the slide from lecture 

is very illustrative; 𝐽𝑐𝑣 tends to decrease with m while 𝐽𝑐𝑣 tends to increase. 

 

 

High bias (underfit) fitting will produce similar plot, where but curve plateaus at high error to 

about the same value. Getting more data does not help. High variance fitting gets us similar 

curves, but 𝐽𝐶𝑉 tends to plateau at value higher than 𝐽𝑡𝑟𝑎𝑖𝑛 (looks like a big gap in the plot). 

Getting more data help! 

Deciding What to Do Next Revisited 

What do the following actions fix? 



Fix high variance (overfitting): get more training sample, fewer features, increase 𝜆 

Fix high bias (underfitting): more features, more polynomial features, decrease 𝜆 

Small neural network is more prone to underfitting, while larger one overfitting (overcome it 

using regularization). 

Machine Learning System Design 

Prioritizing What to Work On 

Building a spam classifier (an example). How to make it more accurate? 

1. Collect lots of data 

2. Develop sophisticated features based on email routing information (sender, 

recipient, data, subject etc). 

3. Develop finer ways to recognize features in the email body: for example, should the 

words “discount”, “discounted” and “discounts” be treated similarly? etc 

4. Use algorithm to detect deliberate mis-spellings 

Error Analysis 

Recommended approach: 1. start with quick working algorithm 2. Plot learning curves to 

decide whether we need more data etc 3. Manually examine data that the algorithm made 

errors on.  

For example, classifies the erroneous data points in spam classifiers, for example, by deciding 

if they belong to “phishing”, “fake item sales” etc and see if there are any patterns. 

Similar words “discount”, “discounted” and “discounts” can be treated as the same using the 

“stemming” software. There is, however, no guarantee that such analysis will succeed. Just 

try it: do a numerical evaluation and see if stemming does help improve the performance.  

Another similar problem is to decide if upper- and lower-case matter. 

Error Metrics for Skewed Classes 

For example, binary classifier 1=cancer, 0=no cancer where the dataset has a lot more data 

with 0. The problem is having a 99.5% test accuracy may not mean much: for example, if the 

test set consists of 995 non-cancer patients and 5 cancer patients. Then, training a model that 

always predicts 0 will give 99.5% accuracy! 

We can handle this by using precision and recall, a metric that represent the accuracy of 

such cases better. 



𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑃
, 𝑟𝑒𝑐𝑎𝑙𝑙 =

𝑇𝑃

𝑇𝑃 + 𝐹𝑁
 

where T is true, P positive, F false, N negative. Let us work out some examples: A model that 

predicts all 0 will have precision=undefined and recall=0. If we have the following 

predicted\actual 1 0 

1 TP=80 FP=20 

0 FN=80 TN=820 

then precision=0.8, recall=0.5.  

Good model ought to have both high precision and recall. 

Trading Off Precision and Recall 

Say we use the same cancer example but set 𝑦 = 1 if ℎ𝜃(𝑥) ≥ 𝑐 where c=0.7 and 0 otherwise. 

This will give higher precision, but lower recall compared to when we use the usual c=0.7. On 

the other hand, if c=0.2, we will get higher recall but lower precision. To merge the two 

metrics, we use (higher value better) 

𝐹1 𝑠𝑐𝑜𝑟𝑒 = 2
𝑃𝑅

𝑃 + 𝑅
 

Support Vector Machines (Week 7) 

Optimization Objective 

SVM performs better with an objective function that is slightly different from logistic 

regression.  

𝑚𝑖𝑛⏟
𝜃

𝐶Σ𝑖=1
𝑚  [𝑦(𝑖)𝑐𝑜𝑠𝑡1(𝜃

𝑇𝑥(𝑖)) + (1 − 𝑦(𝑖))𝑐𝑜𝑠𝑡0(𝜃
𝑇𝑥(𝑖))] +

1

2
Σ𝑖=1
𝑛 𝜃𝑖

2 

This is technically no different from minimizing 𝜃 in logistic regression. C replaces 𝜆 from 

logistic regression; in the sense that using 𝐶 =
1

𝜆
 is the same as using 𝜆 in the regularization 

terms. Directly quoted from the lecture, here are the costs. 

 



Large Margin Intuition, Mathematics Behind Large Margin 

Classification 

Setting large C will motivate SVM to set the Σ[… ] term zero. This encourages optimization in 

the following direction: when 𝑦(𝑖) = 1, then 𝜃𝑇𝑥(𝑖) ≥ 1 and otherwise 𝑦(𝑖) = 0, then 𝜃𝑇𝑥(𝑖) ≤

−1 (note that it is NOT ≤ 1). Directly quoted from the lecture note is the illustration: if C is 

very large, we get magenta line; if C is very small we are more likely to get the black line. 

 

Let us show the following: 𝑢𝑇𝑣 = 𝑝||𝑢|| where 𝑝 is the signed length of projection of 𝑣 =

(𝑣1, 𝑣2) onto 𝑢 = (𝑢1, 𝑢2). The image is directly quoted from the lecture. To show them, we 

have 𝑝 = ||𝑣|| cos𝜙 where 𝜙 is the angle between u and v. We have  

||𝑢 − 𝑣||
2
= ||𝑢||

2
+ ||𝑣||

2
− 2||𝑢||||𝑣|| cos 𝜙 

⇒ (𝑢1 − 𝑣1)
2 + (𝑢2 − 𝑣2)

2 = 𝑢1
2 + 𝑢2

2 + 𝑣1
2 + 𝑣2

2 − 2𝑝||𝑢||  

⇒ 𝑢1𝑣1 + 𝑢2𝑣2 = 𝑝||𝑢||  

and we have shown the above, since 𝑢𝑇𝑣 = 𝑢1𝑣1 + 𝑢2𝑣2 

 

Kernels I, Kernels II 

Directly quoted from the lecture, say, let 𝑙(𝑖), 𝑖 = 1,2,3 be the landmarks. Define the kernel 

function, for example, the Gaussian kernel 𝑓𝑖 = 𝑠𝑖𝑚𝑖𝑙𝑎𝑟𝑖𝑡𝑦(𝑥, 𝑙
(𝑖)) = exp(−

||𝑥−𝑙(𝑖)||
2

2𝜎2
). Note 

that when 𝑥 ≈ 𝑙(𝑖) then the similarity ≈ 1, and if x is far from 𝑙(𝑖) then similarity approx. zero. 



 

We can set predict 1 when 𝜃0 + 𝜃1𝑓1 + 𝜃2𝑓2 + 𝜃3𝑓3 ≥ 0. 

How to choose landmarks? Given m data points, set 𝑙(𝑖) = 𝑥(𝑖), 𝑖 = 1, … ,𝑚 . Given x, then 

compute 𝑓 ∈ ℝ𝑚+1 = (1, 𝑓1, … , 𝑓𝑚)
𝑇 and predict 𝑦 = 1 if 𝜃𝑇𝑓 ≥ 0. Now we find 

𝑚𝑖𝑛⏟
𝜃

𝐶Σ𝑖=1
𝑚  [𝑦(𝑖)𝑐𝑜𝑠𝑡1(𝜃

𝑇𝑓(𝑖)) + (1 − 𝑦(𝑖))𝑐𝑜𝑠𝑡0(𝜃
𝑇𝑓(𝑖))] +

1

2
Σ𝑖=1
𝑛 𝜃𝑖

2, 𝑤ℎ𝑒𝑟𝑒 𝑛 = 𝑚 

In actual implementation, the last term 𝜃𝑇𝜃 is typically replaced with 𝜃𝑇𝑀𝜃 for some M, which 

is implemented mainly for computational efficiency. 

Recall that 𝐶 is similar to 1/𝜆 so that if we use high C, we might get low bias and high variance. 

On the other hand, if we use low C, we might get high bias and low variance. Using Gaussian 

kernel, large 𝜎2 may give high bias and low variance. Small 𝜎2 might give the reverse. (larger 

C and smaller 𝜎 produce the same effect). 

Using An SVM 

Do use SVM software package (liblinear, libsvm [this seems very good] etc) so solve for 𝜃. Need 

to specify C and the choice of kernel. Linear kernel means no kernel. For Gaussian kernel, 

they may require us to choose 𝜎. They may require us to write the kernel as well: however, 

know the condition required for a valid kernel is given by the Mercer’s theorem. 

Some available kernels: 1. Polynomial kernel (typically perform badly compared to Gaussian) 

2. String kernel 3. Chi-square kernel 4. Histogram intersection kernel etc. Prof Ng himself 

hardly used them. 

Multi-class classification. As before, we can use one-vs-all methods. 

Logistic regression vs SVM.  

1. Small n (1-1000), intermediate m (10,000), SVM with Gaussian kernel 

2. Small n, large m (50,000+), add more features, then use logistic regression or SVM 

without kernel. 

Note that neural network might work well for the problem that solve using SVM; however, 

neural network may be slower to train, plus SVM packages usually have good global minimum 

solver algorithm while NN still has the non-convex minimization problem. However, prof Ng 

believes that NN is still the preferred algorithm nowadays. 



Unsupervised Learning (Week 8) 

Unsupervised Learning: Introduction 

In short, the data given looks like 𝑋𝑖𝑛𝑝𝑢𝑡 = {𝑥
(1), 𝑥(2), … , 𝑥(𝑛)}, which has no label 𝑦. The 

algorithm is to find some structure in the data we have. An example is the clustering 

algorithm.  

K-Means Algorithm 

This is the most popular clustering algorithm. Set cluster centroids, shown as the two Xs. 

The data points have been colored red and blue depending on which of the cluster centroid 

they are closer to (before). Then the centroids are moved to the average positions of the data 

associated to it (after). The following image is directly taken from the lecture.  

 

Then, reassign the colors based on the new centroids a few more times. 

The algorithm: 

Input 1. K (number of clusters) 2. Training set 𝑋𝑖𝑛𝑝𝑢𝑡. 

Randomly initialize the K cluster centroids {𝜇𝑖 ∈ ℝ: 𝑖 = 1,2, … . 𝐾} 

Repeat{ 
  for i=1:m 

    𝑐(𝑖)= index of cluster centroid closest to 𝑥(𝑖), or 𝑚𝑖𝑛⏟
𝑘

||𝑥(𝑖) − 𝜇𝑘||  (6) 

  for k=1:K  
    𝜇𝑘 =mean of points assigned to cluster k. (7) 
} 
 

Non-separated clusters. Often, some of the points are not well-separated, as shown 

below, directly quoted from the lecture with modification. 



 

 

Optimization Objective 

Here are the important values: 

𝑐(𝑖): index of clusters {1, 2, …K} to which 𝑥(𝑖) belongs to. 

𝜇𝑘: k-th cluster centroid. When 𝑘 = 𝑐(𝑖), then it refers to the cluster centroid that 𝑥(𝑖) belongs 

to. 

The objective is to find min
𝑐,𝜇

𝐽(𝑐, 𝜇), the cost function, which is also called the distortion. 

𝐽(𝑐, 𝜇) ≡ 𝐽(𝑐(1), … , 𝑐(𝑚), 𝜇1, … , 𝜇𝐾) =
1

𝑚
Σ𝑖=1
𝑚  ||𝑥(𝑖) − 𝜇𝑐(𝑖)||

2
 

It can be shown that step (6) and (7) minimize 𝐽(𝑐, 𝜇) w.r.t 𝑐 (holding 𝜇 constant) and 𝜇 

(holding 𝑐 constant) respectively. Note that J will always decrease; otherwise there is a bug in 

the code. 

Random Initialization 

We should have 𝐾 < 𝑚 (recall that K is the number of clusters/classes). Randomly pick K 

training examples and set 𝜇𝑖 , 𝑖 = 1, . . , 𝐾 to them. There might be a chance that we get stuck in 

local minima; do randomly initialize multiple times! We can choose the one with the smallest 

distortion. 

Choosing the Number of Clusters 

Generally, there is no strict rule. Elbow method: Plot J against K and choose the K at the 

curve where there is a sharp change in the cost function– however, this is not much used 

either, since often there is no sharp change. Otherwise, consider the context of the problem to 

choose it. 



Dimensionality Reduction 

Motivation (I) Data Compression (II) Visualization 

It is a kind of unsupervised learning problem. Reducing the dimension helps speed up 

learning algorithm and reduce redundancy. 

For example, unknown to us, 2 features are the same, for example x1 is length in cm and x2 

length in inch. Another example where this can be useful is when 2 features are highly 

correlated, in which case 𝑥 ∈ ℝ2 can be converted to 𝑧 ∈ ℝ. For higher dimensional problems; 

for example, 3-dimensional data can be projected into a plane and now each data point  can 

be represented with just (𝑥, 𝑦) ∈ ℝ2. Dimensionality reduction is used to reduce even from 

1000D to 100D. 

Naturally, with reduced dimensionality, it is easier to visualize the data. An example given 

was the set of 50 metrics of a country is transformed into 2-dimensional data. 

Principal Component Analysis Problem Formulation 

PCA is the most popular means to perform dimensionality reduction. PCA finds a lower 

dimensional (hyper-)surface to project the data down. In the following, the red line is the good 

projection (minimize the projection errors, shown by the blue lines between the data points 

and the red line). In contrast, the magenta line has large projection errors, and is thus not a 

good surface to project onto for dimensionality reduction. PCA will tend towards the red line. 

The following figure is directly taken from the lecture. 

 

In another words, we want to project the data in ℝ𝑛 to linear subspace ℝ𝑘 to minimize the 

projection errors. PCA is not linear regression, basically because PCA reduces shortest 

distance to the lower dimensional plane, whereas for linear regression 𝑦 = 𝑓(𝑥) reduces the 

errors in only y direction. 

Principal Component Analysis Algorithm  

Pre-processing: do first mean  



1. Normalization, i.e. for each training data point 𝑥𝑗
(𝑖)
→ 𝑥𝑗

(𝑖)
− 𝜇𝑗  where 𝜇𝑗 =

1

𝑚
Σ𝑖=1
𝑚 𝑥𝑗

(𝑖)
  

2. feature scaling  

Then perform PCA algorithm:  

Compute covariance matrix Σ =
1

𝑚
Σ𝑖=1
𝑚 (𝑥(𝑖))(𝑥(𝑖))

𝑇
. Compute eigenvectors of Σ using 

 [𝑈, 𝑆, 𝑉]  =  𝑠𝑣𝑑(𝑠𝑖𝑔𝑚𝑎) [𝑐𝑎𝑛 𝑎𝑙𝑠𝑜 𝑢𝑠𝑒 𝑒𝑖𝑔(𝑠𝑖𝑔𝑚𝑎)]  ∗∗  

U is an 𝑛 × 𝑛 matrix, and 𝑈 = [𝑢(1)…𝑢(𝑛)] where 𝑢(𝑘) is a column vector. We then convert our 

space ℝ𝑛 to its lower-dimensional subspace ℝ𝑘. For 𝑥 ∈ ℝ𝑛, then its corresponding 𝑧 ∈ ℝ𝑘,  

𝑧 = [𝑈𝑟𝑒𝑑𝑢𝑐𝑒]
𝑇𝑥 𝑤ℎ𝑒𝑟𝑒 𝑈𝑟𝑒𝑑𝑢𝑐𝑒 = [𝑢

(1)…𝑢(𝑘)], 𝑘 ≤ 𝑛 

** Covariance matrix is a symmetric positive semi-definite and hence computing SVD is 

the similar to solving eigenvectors. (Verify?) See annex for more about SVD. 

Reconstruction from Compressed Representation 

How do we go from 100D back to 1000D after PCA? Recall 𝑧 = 𝑈𝑟
𝑇𝑥 Then 𝑥𝑎𝑝𝑝𝑟𝑜𝑥 = 𝑈𝑟𝑧. This 

is also called reconstruction. 

Choosing the Number of Principal Components 

How to choose the number of principal components k? Recall that PCA tries to minimize 

projection errors 
1

𝑚
Σ𝑖=1
𝑚 ||𝑥(𝑖) − 𝑥𝑎𝑝𝑝𝑟𝑜𝑥

(𝑖)
||
2

. Typically, choose the smallest k such that 

𝜒 ≡
𝑝𝑟𝑜𝑗𝑒𝑐𝑡𝑖𝑜𝑛_𝑒𝑟𝑟𝑜𝑟𝑠

𝑡𝑜𝑡𝑎𝑙_𝑣𝑎𝑟𝑖𝑎𝑡𝑖𝑜𝑛
≪ 0.01 

where 𝑡𝑜𝑡𝑎𝑙𝑣𝑎𝑟𝑖𝑎𝑡𝑖𝑜𝑛 =
1

𝑚
Σ𝑖=1
𝑚 ||𝑥(𝑖)||

2
. In another words, choose k so that 99% of the 

variance is retained. (Get more intuition?). Sometimes people also use 95% or 90%. 

When we use [U, S, V] = svd(sigma) where sigma is the covariance matrix, S is a diagonal 

matrix. We can define 𝑉𝑎𝑟𝑟𝑒𝑡𝑎𝑖𝑛𝑒𝑑 =
Σ𝑖=1
𝑘 𝑆𝑖𝑖

Σ𝑖=1
𝑛 𝑆𝑖𝑖

 so that  

𝜒 ≡ 1 − 𝑉𝑎𝑟𝑟𝑒𝑡𝑎𝑖𝑛𝑒𝑑 

Advice for Applying PCA 

We can use PCA to speed up algorithm: quite obviously by now, we transform 

{(𝑥(𝑖) ∈ ℝ𝑛, 𝑦(𝑖))} to {(𝑧(𝑖) ∈ ℝ𝑘 , 𝑦(𝑖))}. Run PCA only on the training set to get 𝑈𝑟. This 𝑈𝑟 is 

then used for test and cross validation sets when for testing and CV. 



It is not advised to use PCA to prevent overfitting! 

Anomaly Detection (week 9) 

Problem Motivation 

The motivation is quite obvious, we can develop a model p and set some 𝜖 such that when 

𝑝(𝑥) < 𝜖  a new item is defective. We can also use machine learning to check unusual user 

behaviour for fraud detection in the similar manner. Another example is to monitor 

computers in, say, a data centre, and see if any computer is behaving oddly (CPU load is high 

etc). 

Gaussian Distribution 

𝑝(𝑥; 𝜇, 𝜎2) =
1

√2𝜋𝜎
𝑒
−
(𝑥−𝜇)2

2𝜎2  

Algorithm 

Given training set {𝑥(𝑖) ∈ ℝ𝑛: 𝑖 = 1,2, …𝑚}. Define 𝑝(𝑥) = Π𝑖=1
𝑛 𝑝𝐺(𝑥𝑖; 𝜇𝑖 , 𝜎𝑖

2) where each 𝑝𝐺  is 

a Gaussian, noting that in this definition the features 𝑥𝑖  are pairwise independent. The 

algorithm: 

1. Choose features 𝑥𝑖  that might be indicative of anomalous examples. Each of such 

features will have one 𝑝𝐺. 

2. Fit parameters {𝜇𝑖 , 𝜎𝑗
2: 𝑖, 𝑗 = 1,2, … , 𝑛}. Reasonable way is by computing from training 

dataset 𝜇𝑖 , 𝜎𝑗
2. 

3. Given x, compute 𝑝(𝑥) where 𝑝(𝑥) < 𝜖 indicates anomaly. We can set 𝜖 = 0.02 as an 

example; but, of course, this is dependent on the context and the availability of non-

anomalous data. 

Developing and Evaluating an Anomaly Detection System 

How to evaluate if our detection system is good? It is easier if we have a real number 

evaluation. Assume we have labelled data, with 𝑦 = 1 if it is anomalous and 𝑦 = 0 otherwise. 

Let us be given {(𝑥(𝑖), 𝑦(𝑖))}
𝑆
, 𝑆 = 𝑡𝑟𝑎𝑖𝑛, 𝑡𝑒𝑠𝑡, 𝐶𝑉 . We use aircraft engine example: let us be 

given 10,000 normal engines and 20 flawed ones. Typical division of datasets: 

1. Training set: 6000 good engines 

2. CV 2000 good engines (y=0), 10 anomalous (y=1) 

3. Test 2000 good engines, 10 anomalous 



Remember CV and test SHOULD be different. 

Algorithm evaluation: 

1. Fit model p(x) on training set 

2. Cross validate and test an example, set 𝑦 = 1 if 𝑝(𝑥) < 𝜖 and 0 otherwise. Try 

different values of 𝜖 on CV dataset that gives a good metric value. Use evaluation 

metrics like TP, FP, FN, TN, precision, recall or F1 score since our data is very 

skewed. 

Anomaly Detection vs. Supervised Learning 

Anomaly detection Supervised learning 

Small number of y=1 data, large 

number of y=0 data. 

Large numbers of both. 

Many different types of anomalies. 

We do not know what kind of 

anomalies may arise in the future 

Large enough positive examples. 

e.g. fraud detection, manufacturing, 

monitoring machines in data center 

Email spam classification, weather 

prediction, cancer classification etc. 

 

Choosing What Features to Use 

Sometimes the distribution does not look Gaussian. We can transform it to Gaussian. Some 

curve that looks like Maxwell Boltzmann distribution can be transformed using, for example, 

log(x). We can transform using polynomials etc. Error analysis. Ideally, we want 𝑝(𝑥) is 

large when y=0. And 𝑝(𝑥) small when y=1. However, sometimes examples occur when p(x) 

values are comparably large. It may be good idea to transform the features. 

Multivariate Gaussian Distribution 

Modify the model such that we combine multiple features. For example, for 𝑥1, 𝑥2 we write 

instead 𝑥 = (𝑥1, 𝑥2)
𝑇 and 

𝑝(𝑥; 𝜇, Σ) =
1

(2𝜋)𝑛/2|Σ|1/2
exp (−

1

2
(𝑥 − 𝜇)𝑇Σ−1(𝑥 − 𝜇)) 

where Σ is the covariance matrix and |Σ| is the determinant of the covariance matrix. 

Anomaly Detection using the Multivariate Gaussian Distribution 

This is very similar as before. 𝜇 =
1

𝑚
Σ𝑖=1
𝑚 𝑥(𝑖) and Σ =

1

𝑚
Σ𝑖=1
𝑚 (𝑥(𝑖) − 𝜇)(𝑥(𝑖) − 𝜇)

𝑇
 and then the 

rest is just the same as single variable Gaussian distribution model. Single variable version is 



just multivariable version such that Σ is a diagonal matrix, i.e. with constraint. Multivariate 

version captures correlation (is thus better), but computationally more expensive. For 

multivariate case though, 𝑚 > 𝑛, otherwise if there are too few features, the covariance matrix 

is not invertible. 

Recommender Systems 

Problem Formulation 

Example, predicting movie ratings. Here are the notations used, directly quoted from the 

lecture; note that the rating is from 0 to 5. The problem is given by, given the known ratings, 

predict the unknown ratings denoted by the question marks (?). Here, 𝑟(2,1) = 0, 𝑦(2,1) =

𝑢𝑛𝑑𝑒𝑓𝑖𝑛𝑒𝑑, 𝑟(3,2) = 1, 𝑦(3,2) = 4. 

 

Figure 1. Data for predicting movie ratings. Each row corresponds to a movie, each column a 

user. 

Content Based Recommendations 

Directly quoted from the lecture we introduce feature vectors 𝑥 = (𝑥0 = 1, 𝑥1, 𝑥2)
𝑇 and to each 

user a parameter 𝜃(𝑗) ∈ ℝ𝑛+1  where n is the number of features. The predicted 

recommendation of user j on a movie with feature 𝑥(𝑖), given a trained parameter 𝜃(𝑗) 

[𝜃(𝑗)]
𝑇
𝑥(𝑖) 

For example, Alice’s predicted rating on “Cute Puppies of Love” will be [1 0.99 0][0 5 0]𝑇 =

4.95, assuming the after training we get 𝜃(1) = [0 5 0]𝑇. 

https://www.coursera.org/lecture/machine-learning/problem-formulation-Rhg6r


 

𝑟(𝑖, 𝑗) = 1 if user j has rated movie i (0 otherwise) 

𝑦(𝑖,𝑗) is the rating by user 𝑗 on movie 𝑖 

𝜃(𝑗) is the parameter for user 𝑗 

𝑥(𝑖) is the feature vector for movie 𝑖 

𝑚(𝑗) is the number of movies rated by user 𝑗 

𝑛𝑢 is the number of user 

  

Optimization objective is given by 

𝐽(𝜃) = min
𝜃

1

2
Σ𝑗=1
𝑛𝑢 Σ𝑖,𝑟(𝑖,𝑗)=1 ([𝜃

(𝑗)]
𝑇
𝑥(𝑖) − 𝑦(𝑖,𝑗))

2

+
𝜆

2
Σ𝑗=1
𝑛𝑢 Σ𝑘=1

𝑛 (𝜃𝑘
(𝑗)
)
2
 

where 𝜃 = [… 𝜃(𝑖)… ]
𝑇
, 𝑖 = 1,2, … , 𝑛𝑢.  

Gradient descent is given by: 

𝜃𝑘
(𝑗)
→ 𝜃𝑘

(𝑗)
− 𝛼 [Σ𝑖,𝑟(𝑖,𝑗)=1 ([𝜃

(𝑗)]
𝑇
𝑥(𝑖) − 𝑦(𝑖,𝑗)) 𝑥𝑘

(𝑖)
+ 𝜆𝜃𝑘

(𝑗)
(1 − 𝛿𝑘0)] 

where 𝛿𝑘0 = 1 if 𝑘 = 0 and 0 otherwise. The term in square bracket is derived from 
𝜕

𝜕𝜃𝑘
(𝑗) 𝐽(𝜃) 

as usual. 

Collaborative Filtering 

This will learn by itself which features to use! Refer to figure 1, the features 𝑥𝑖  may not 

be always available. Assume we have 𝜃(𝑗) for each user 𝑗. 

Given {𝜃(𝑘)}, learn 𝑥(𝑖) 

min
𝑥(𝑖)

1

2
Σ𝑖=1
𝑛𝑚 Σ𝑗,𝑟(𝑖,𝑗)=1  ([𝜃

(𝑗)]
𝑇
𝑥(𝑖) − 𝑦(𝑖,𝑗))

2

+ 𝜆Σ𝑖=1
𝑛𝑚 Σ𝑘=1

𝑛 (𝑥𝑘
(𝑖)
)
2
  



Actually, this is just the reverse; in the previous case, we have {𝑥} and estimate {𝜃} while in 

this case we estimate {𝑥} using {𝜃}. It is suggested we randomly initiate 𝜃, then predict 𝑥, and 

repeat training on 𝜃, 𝑥, 𝜃, 𝑥 … till we get the optimum values. 

Collaborative Filtering Algorithm 

The 𝜃, 𝑥, 𝜃, 𝑥 … reiteration works, but we can have a more resource friendly optimization. We 

use instead the combined objective 

 𝐽(𝑥, 𝜃) =
1

2
Σ(𝑖,𝑗),𝑟(𝑖,𝑗)=1 ([𝜃

(𝑗)]
𝑇
𝑥(𝑖) − 𝑦(𝑖,𝑗))

2

+
𝜆

2
[Σ𝑖=1
𝑛𝑚 Σ𝑘=1

𝑛 (𝑥𝑘
(𝑖)
)
2
+ Σ𝑖=1

𝑛𝑢 Σ𝑘=1
𝑛 (𝜃𝑘

(𝑗)
)
2
]  (8) 

where 𝑥 = […𝑥(𝑘)… ]
𝑇
, 𝑘 = 1,… , 𝑛𝑚 and 𝜃 = […𝜃(𝑖)… ]

𝑇
, 𝑖 = 1,… , 𝑛𝑢. We thus want 

min
𝜃,𝑥

𝐽(𝑥, 𝜃). For this combined version, we do not need the constant 𝑥0 = 1 feature since if it 

is needed, the algorithm will create it. Hence 𝑥 ∈ ℝ𝑛, 𝜃 ∈ ℝ𝑛𝑢. 

The algorithm is thus: 

1. Initialize random 𝑥, 𝜃 (no 𝑥0, 𝜃0) 

2. Gradient descent. Repeat till convergence{  

𝑥𝑘
(𝑖)
→ 𝑥𝑘

(𝑖)
− 𝛼 (Σ𝑗,𝑟(𝑖,𝑗)=1 ([𝜃

(𝑗)]
𝑇
𝑥(𝑖) − 𝑦(𝑖,𝑗)) 𝜃𝑘

(𝑗)
+ 𝜆𝑥𝑘

(𝑖)
) 

𝜃𝑘
(𝑗)
→ 𝜃𝑘

(𝑗)
− 𝛼 (Σ𝑗,𝑟(𝑖,𝑗)=1 ([𝜃

(𝑗)]
𝑇
𝑥(𝑖) − 𝑦(𝑖,𝑗)) 𝑥𝑘

(𝑖)
+ 𝜆𝜃𝑘

(𝑗)
) 

} 

Prediction formula is the same, for user 𝑗 and movie 𝑖, it is given by [𝜃(𝑗)]
𝑇
𝑥(𝑖) 

Vectorization: Low Rank Matrix Factorization 

Refer to figure 1, define the values into the table into a matrix Y (then we have 𝑌11 = 5, 𝑌2,3 =

4, 𝑌22 =? . See that 𝑌𝑖𝑗 = [𝜃
(𝑗)]

𝑇
𝑥(𝑖) . Now define 𝑋 = [

⋮

(𝑥(𝑘))
𝑇

⋮

] , Θ = [

⋮

(𝜃(𝑘))
𝑇

⋮

] . Note that 

[𝜃(𝑗)]
𝑇
𝑥(𝑖) is called low-rank matrix... We can thus write 𝑌 = 𝑋Θ𝑇. 

Then, how do we find the other movie that some user may like? If we know user 𝑗 likes movie 

𝑖, i.e. 𝑌𝑖𝑗 rating is high, then what movie 𝑖2 is similar to 𝑖 that will give high rating as well? Just 

find 𝑖2 such that ||𝑥(𝑖) − 𝑥(𝑖2)|| is small and recommend movie 𝑖2 to this user. 



Implementational Detail: Mean Normalization 

Users who have not rated any movies with unknown 𝜃(5): In the first term of equation (8), 

since 𝑟(𝑖, 𝑗) = 0, due to regularization, optimization will give 𝜃(5) = 0⃗ . Mean normalization 

works as the following, directly quoted from the lecture slide: 

 

In short, we do 𝑌 = [
𝑌1𝑘 − 𝜇1
𝑌2𝑘 − 𝜇2

⋮
] where 𝜇𝑗 is the mean from row 𝑗 excluding unknown ratings. 

While predicting, then, we have [𝜃(5)]
𝑇
(𝑥(𝑖)) + 𝜇𝑖. 

Large Scale Machine Learning (Week 10) 

Learning With Large Datasets 

Gradient descent that we have defined so far requires sum over m; and if m is very large, we 

may need more efficient methods. To check if using a small subset of the dataset work, as 

before, plot  𝐽𝑡𝑟𝑎𝑖𝑛, 𝐽𝐶𝑉 against m, as discussed in Week 5. 

Stochastic Gradient Descent 

We illustrate using linear regression, ℎ𝜃(𝑥) = 𝜃
𝑇𝑥. Suppose 𝑚 = 3 × 108, then gradient 

descent term −𝛼
1

𝑚
Σ𝑖=1
𝑚 (ℎ𝜃(𝑥

(𝑖)) − 𝑦(𝑖))𝑥𝑗
(𝑖)

 is quite computationally expensive. Instead, we 

use stochastic gradient descent: 

𝑐𝑜𝑠𝑡 (𝜃, (𝑥(𝑖), 𝑦(𝑖))) =
1

2
(ℎ𝜃(𝑥

(𝑖)) − 𝑦(𝑖))
2
 

𝐽𝑡𝑟𝑎𝑖𝑛(𝜃) =
1

𝑚
Σ𝑖=1
𝑚 𝑐𝑜𝑠𝑡 (𝜃, (𝑥(𝑖), 𝑦(𝑖)))  

The steps are: 

1. Shuffle dataset randomly. 

2. Repeat for i=1:m 

{ 



𝜃𝑗 → 𝜃𝑗 − 𝛼(ℎ𝜃(𝑥
(𝑖)) − 𝑦(𝑖))𝑥𝑗

(𝑖)
 𝑓𝑜𝑟 𝑒𝑣𝑒𝑟𝑦 𝑗, 𝑠𝑖𝑚𝑢𝑙𝑡𝑎𝑛𝑒𝑜𝑢𝑠𝑙𝑦 

} 

Mini-Batch Gradient Descent 

Another variant; rather than using one data point at a time, we use mini-batches. The steps 

are: 

1. Shuffle dataset randomly. 

2. Repeat for 𝑖 = 1, 1 + 𝑏, 1 + 2𝑏, . .. 

{ 

𝜃𝑗 → 𝜃𝑗 − 𝛼
1

𝑏
Σ𝑘=𝑖
𝑖+𝑏−1(ℎ𝜃(𝑥

(𝑘)) − 𝑦(𝑘))𝑥𝑗
(𝑘)
 𝑓𝑜𝑟 𝑒𝑣𝑒𝑟𝑦 𝑗, 𝑠𝑖𝑚𝑢𝑙𝑡𝑎𝑛𝑒𝑜𝑢𝑠𝑙𝑦 

} 

where b is a mini-batch size, for example b=10. 

Stochastic Gradient Descent Convergence 

Before each update state, we can compute 𝑐𝑜𝑠𝑡 (𝜃, (𝑥(𝑖), 𝑦(𝑖))), and then average the cost after, 

perhaps every 𝑁𝑎𝑣𝑒 = 1000 data points and plot them. We may want to use larger 𝑁𝑎𝑣𝑒 if we 

see some oscillation, since the general trend is actually decreasing amongst the oscillations. 

𝛼 is typically constant; however, we may want to use 𝛼 =
𝑐1

𝑛𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛+𝑐2
  (or other methods). 

Online Learning 

We may want to allow our data to take in continuous stream of data. Take an example where 

we offer shipping service for our online shop: y=1 if customer chooses to use the service and 

y=0 otherwise. We want to learn 𝑝(𝑦 = 1|𝜃, 𝑥). Then,  

Repeat{ 

  Get (x, y) // get current user 

  Update 𝜃 using (x, y): 𝜃𝑗 → 𝜃𝑗 − 𝛼(ℎ𝜃(𝑥) − 𝑦)𝑥𝑗 

} 

Here, the data is discarded once used (or archived). The benefit of such learning, though, is 

the possibility of algorithm adapting to changing preference. 

Another example is the predicted CTR (click-through-rate), the probability 𝑝(𝑦|𝑥, 𝜃) that a 

user will click the link out of list of links presented to them according to their search keywords. 



This is useful, for example, for product recommendation, customized selection of news articles 

etc. 

Map Reduce and Data Parallelism 

Sometimes the data volume is just so large we cannot run them on 1 computer. 

Map-reduce. Recall that gradient descent updates in the following manner: 𝜃𝑗 − 𝛼
1

𝑚
Σ𝑖=1
𝑚 𝐴 

where A is just for brevity. The idea of map-reduce is simply splitting the m data points to N 

different computers so that each computer computes Σ𝑆𝑘𝐴  where 𝑆𝑘 ⊆ {1,2, … ,𝑚}  and 

combined later when all computers are done. Elements of {𝑆𝑘 , 𝑘 = 1,2, … , 𝑁} are pair-wise 

disjoint and ∪ 𝑆𝑘 = {1,2… ,𝑚}. 

Application Example: Photo OCR (Week 11) 

Problem Description and Pipeline 

Photo optical character recognition tries to get computer to read the text in some image. 

Pipeline: on image input 1. Text detection 2. Character segmentation 3. Character 

classification. 

Sliding Windows 

Say we have images whose objects, such as pedestrians we want to detect. Assume that the 

object appears in more or less the same number of pixels, e.g. 82 by 36. Then we slide the 

window (green rectangle) and sweep through (in the direction of red arrow) the image. We 

start with 82 by 36 pixels, and repeat it with enlarged rectangle (though we will resize it to 82 

by 36 again for classification later. The sliding window is moved by some step-size/stride a 

few pixels at a time. 

 

For text detection, we perform sliding window, and then classify each patch as 1 (if there is a 

character) or 0. We can then plot black and white image with white representing 1 and black 

otherwise. We can use some algorithm to extend the white patches, so that contiguous areas 



will be formed. If a contiguous area matches an aspect ratio we think represents text, then we 

can draw a bounding box indicating that the white region contains a text. 

Once we detect the region with letter, we run sliding windows again to segment characters. 

However, we sometimes catch a small 82 by 36 pixels where there are split letters as shown 

below. We can train some machine learning algorithm to decide if the letters are indeed split, 

in which case we mark this gap as the boundary between 2 letters. 

 

Getting Lots of Data and Artificial Data 

Artificial data synthesis can be used to get large volume of data. For character recognition, 

we can for example 1. take some letter and put it in some different backgrounds. 2. Take a 

letter and create multiple warped copies. For speech recognition, we can for example 1. Add 

background noise, like crowd or machinery. 

However, adding purely random noise may not be useful (though Prof Ng said sometimes 

these things are more like an art; just try). 

Getting more data or not? 

1. Make sure the classifier has low bias. 

2. How much work needed to get 10x as much data we currently have? Collect new data, 

do artificial data synthesis, crowd source (Amazon Mechanical Turk etc) 

Ceiling Analysis: What Part of the Pipeline to Work on Next 

A pipeline may be for example A->B->C. Make sure that for each input to A, B and C, make 

sure that we input perfectly labelled data etc and check what is the output accuracy. Then when 

we improve each part, note which part is worth more effort improving, especially if some part 

has an upper bound in the accuracy improvement. 

Summary and Thank You 

We are done! Thank you too, Prof Ng!  



Annex 

𝑎𝑥1 + 𝑏𝑥2 + 𝑐 = 0 ⇔ 𝑥2 = −
𝑎

𝑏
𝑥1 −

𝑐

𝑏
 

Let us see the vector (𝑎, 𝑏)𝑇 plotted in 𝑥1𝑥2 axis. The following shows 3 different plots Y1, Y2 

and Y3, with their (𝑎, 𝑏)𝑇 N1, N2 and N3 respectively. We can see that N (marked with x) 

corresponds to the normal line to the linear plot. 

 

The code is shown below: 

a=[2,1,-1] 
b=[2, -3 ,-4] 
c=[1,-1,0] 
 
import numpy as np 
import matplotlib.pyplot as plt 
X=np.linspace(-1,1,100) 
XN = np.linspace(-1,1,40) 
def f(X,a,b,c): 
 return -a/b*X-c/b 
def normal(X,a,b): 
 return b/a*X 



 
Y=[] 
N=[] 
fig = plt.figure(figsize=(6,6)) 
ax=fig.add_subplot(111) 
colorscheme=["r","g","b"] 
for i in range(3): 
 Y = f(X,a[i],b[i],c[i]) 
 N = normal(XN,a[i],b[i]) 
 ax.scatter(X,Y,3,color=colorscheme[i],label="Y"+str(i+1)) 
 ax.scatter(XN,N,color=colorscheme[i], marker="x",label="N"+str(i+1)) 
 
ax.legend() 
ax.set_xlim([-2,2]) 
ax.set_ylim([-2,2]) 
ax.set_xlabel("x1") 
ax.set_ylabel("x2") 
plt.show() 

Logistic Regression (Week 3) 

Simplified Cost Function and Gradient Descent 

Recall that 𝜃𝑗 → 𝜃𝑗 − 𝛼
𝜕

𝜕𝜃𝑗
𝐽(𝜃)  and want to show that equation (5) gradient descent for the 

log cost function is indeed derived from equation (4). If we use sigmoid function, we write 

interchangeably ℎ𝜃(𝑥) = 𝜎(𝜃
𝑇𝑥) = 𝜎 for convenience and thus using simple chain rule 

𝜕

𝜕𝜃𝑗
𝜎(𝜃𝑇𝑥) =

𝜕𝜎(𝜃𝑇𝑥)

𝜕𝜃𝑇𝑥
 
𝜕𝜃𝑇𝑥

𝜕𝜃𝑗
= 𝜎(1 − 𝜎)𝑥𝑗 

It is sufficient to apply 
𝜕

𝜕𝜃𝑗
 to each 𝑖 in 𝐽(𝜃). Omitting (𝑖) for brevity, we thus have  

𝜕

𝜕𝜃𝑗
𝑐𝑜𝑠𝑡(ℎ𝜃(𝑥), 𝑦) = −𝑦

𝜕
𝜕𝜃𝑗

ℎ𝜃(𝑥)

ℎ𝜃(𝑥)
− (1 − 𝑦)

𝜕
𝜕𝜃𝑗

(1 − ℎ𝜃(𝑥))

1 − ℎ𝜃(𝑥)
 

= −𝑦
𝜎(1 − 𝜎)𝑥𝑗

𝜎
+ (1 − 𝑦)

𝜎(1 − 𝜎)𝑥𝑗

1 − 𝜎
 

= 𝜎(1 − 𝜎)𝑥𝑗 [−
𝑦

𝜎
+
1 − 𝑦

1 − 𝜎
] 

= 𝑥𝑗[−𝑦(1 − 𝜎) + (1 − 𝑦)𝜎] = 𝑥𝑗(𝜎 − 𝑦) = 𝑥𝑗(ℎ𝜃(𝑥) − 𝑦) 

We dropped (𝑖) before, and thus, recovering it, we get the desired equation (4). 



Neural Networks: Representation (Week 4) 

Quiz 

Some hints.  

A neural network without hidden layer cannot represent the XOR function. However, any 

logical functions over binary variables can be approximated by some neural network with 

some number of hidden layers.  

For multi-class classifications, do realise that [ℎΘ(𝑥)]𝑖  does not have to sum to 1 over all 𝑖. 

Interpreting the result of the output is still straight forward; we can, for example, take the 𝑖 

that gives maximum hypothesis value. 

Dimensionality Reduction 

SVD on some matrix M is the decomposition 𝑀 = 𝑈𝑆𝑉+ where + is the Hermitian conjugate. 

The relation with eigenvalues is the following: each non-zero elements of Σ is the square root 

of non-zero elements of 𝑀+𝑀 or 𝑀𝑀+ where 

𝑀+𝑀 = (𝑈Σ𝑉)+(𝑈Σ𝑉) = 𝑉Σ+Σ𝑉+ 

𝑀𝑀+ = 𝑈ΣΣ+𝑈+ 

Use the following code to see for yourself: 

A=hilb(3); 
[U,S,V]=svd(A); 
S*S 
eig(A'*A) 
eig(A*A') 


